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Abstract

Löbner’s theory of concept types and de-
termination (CTD) claims that nouns show
different distributional fingerprints depend-
ing on their lexical determination class. In
order to investigate this hypothesis, cor-
pora annotated by determination patterns
are needed (definiteness and relationality).
In the paper, we focus on the harder of the
two annotation tasks, the automatic detec-
tion of relational constructions. We apply
a standard NLP pipeline and classification
algorithms. Using a combination of sym-
bolic and statistical approaches, we achieve
a precision of 94.4% and a recall rate of
88.6% for the correct structural annotation
of relational NPs.

1 Motivation and previous research

The paper describes the design and the evaluation
of a set of classifiers that identify relational con-
structions within complex German noun phrases.
The classifiers are intended to detect posses-
sive relational structures consisting of the two
arguments ‘possessor’ (POSS) and ‘possessum’
(PUM) and to label these arguments correctly.

Our work is embedded in a bigger research
project that investigates Löbner’s theory of con-
cept types and determination (CTD). According
to Löbner, on the lexical level there are four basic
noun types that differ with respect to two binary
features, namely inherent uniqueness, ±U , and
inherent relationality,±R (Löbner, 1985; Löbner,
2011). Inherently unique nouns describe a unique
referent in a given context, e.g., ‘pope’, ‘Mary’ or
‘head [of]’ versus ‘tree’, ‘stone’ or ‘student [of]’.
Inherently relational nouns are semantically un-
saturated. They describe their referents by a rela-
tion to a possessor argument that must be found

in their contexts of utterance, e.g., ‘trunk [of]’ or
‘sister [of]’ versus ‘tree’ or ‘woman’. With re-
spect to the two binary features ±U and ±R four
basic noun types can be distinguished (see table 1:
Non-relational nouns are either sortal [−U,−R]
or individual [+U,−R] while relational nouns
are either functional [+U,+R] or proper rela-
tional [−U,+R]).1

According to Löbner, each noun type is
linked to a ‘natural’ mode of determination,
its congruent determination: +U is linked to
definiteness and +R to possessive determina-
tion. In case of congruent determination, sor-
tal nouns occur in indefinite, absolute uses
(‘a stone’, [Det−U , Det−R]), individual ones
in singular definite, absolute uses (‘the pope’,
[Det+U , Det−R]), proper relational ones in in-
definite, relational uses (‘a sister of Mary’,
[Det−U , Det+R]), and functional nouns in sin-
gular definite, relational uses (‘the head of Mary’,
[Det+U , Det+R]). However, in concrete utter-
ances nouns often appear in incongruent determi-
nation modes that use other determination types.
Such incongruent uses trigger coercions or type
shifts and increase the semantic complexity. For
example, typical anaphoric uses of nouns involve
a pragmatic shift from non-uniqueness to unique-
ness as in ‘A woman entered the room. [. . . ] Mary
knew the woman from school.’ Other examples
for type shifts are generic uses like ‘Mary acts like
a pope’ or metaphorical shifts like ‘Mary bought
a Picasso’. Many languages reflect the conceptual
shifts grammatically and thus provide strong evi-
dence for Löbner’s claim that the type of a noun is
fixed in the lexicon.2 The classifiers described in

1For an early, independent distinction of functional and
proper relational nouns along the same lines see de Bruin
and Scha (1988).

2Languages with article split systems mark shifts ex-
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non-unique reference [-U] unique reference [+U]
non-relational [-R] sortal noun individual noun

tree, stone, woman pope, universe, Mary
relational [+R] proper relational noun functional noun

sister [of], student [of], page
[of]

mother [of], dean [of], cover
[of]

Table 1: The four basic noun types according to (Löbner, 2011).

this paper are designed for determining the pos-
sessive determination of nouns, thus constituting
the first building block for a large-scale evaluation
of Löbner’s theory.

A central hypothesis in Löbner (2011, p. 29)
states that incongruent determinations are less
frequent than congruent ones. Thus, the distri-
bution of nouns within different patterns of de-
termination depends on their lexical referential
properties. Horn and Kimm (2014) investigate
this hypothesis for German on the basis of a
small hand-annotated corpus (363 noun tokens),
in which they find a significant correlation be-
tween [+R] nouns and relational determination
(Det+R). While only 3, 9% of all [−R] nouns
are used with Det+R, 33% of all [+R] nouns
are used with Det+R. For Det+U one can com-
pute from the reported data that 78% of all [+U ]
nouns are used with Det+U , while 41% of the
[−U ] nouns are used with Det+U . However, the
reported numbers concerning the ±U distinction
are problematic, because the authors decided to
analyze only the first occurrence of every mean-
ing variant of a noun (236 types). This approach
probably results in too low numbers for Det+U ,
as it does not consider definites in anaphoric uses.

Our research project aims at investigating the
influence of lexical noun types on their determi-
nation types in a significantly larger German cor-
pus by using unsupervised annotation of determi-
nation modes. If Löbner’s distributional hypoth-

plicitly along the definiteness dimension (Ortmann, 2014;
Lyons, 1999). Relationality in noun semantics and the sta-
tus of shifts along this dimension are heavily debated (Partee
and Borschev, 1998; Partee and Borschev, 2003; Jensen and
Vikner, 2004; Barker, 1995; Barker, 2011; Petersen and Os-
swald, 2014). These shifts become explicit in the different
acceptability rates of constructions like ‘that team is John’s’
vs. (#) ‘that brother is John’s’ (Partee and Borschev, 2003) or
‘the sister of Shakespeare’ vs. (#) ‘the knife of Shakespeare’
(Søgaard, 2005).

esis is true, the four lexical noun types should
correspond to sharp distributional fingerprints. In
addition, it should be possible to predict the lex-
ical type of a noun given its typical determina-
tion mode. Because the German article system
explicitly distinguishes between definite and in-
definite determination, it is comparatively easy
to automatically annotate the definiteness status
(Det±U ) of nouns in German texts. In this pa-
per we present the classifier we developed for the
automatic identification of possessive noun uses
(Det±R) in German. As Det+R occurs in struc-
turally very different constructions such as left
and right attached genitives or attached PP’s, to
our knowledge, no former study has aimed at the
same classification task.

Related research has been done in the field of
prepositional phrase (PP) attachment disambigua-
tion. Within the class of relational constructions,
noun phrases (NPs) with PPs attached to nouns
(e.g., ‘the house of Mary’, ‘the boy with red hair’)
form a dominant subclass. Automatic PP attach-
ment in German is error-prone, because construc-
tions such as ‘den Knochen vom Hund aufheben’
(‘to pick up the bone of the dog’, noun attached
PP) and ‘den Knochen vom Boden aufheben’ (‘to
pick up the bone from the ground’, verb attached
PP) have to be disambiguated (Rehbein and van
Genabith, 2007; Volk, 2006; Kübler et al., 2007).3

Volk (2002) uses a combination of supervised
and unsupervised classification methods for PP
attachment in German. The author reports an ac-
curacy for PP noun attachments of 83.92% for
a purely unsupervised constructed decision tree
with a coverage of 90.13%; for a supervised con-

3Sentences such as ‘Peter bekommt ein Buch von Maria’
(‘Peter gets a book of / from Maria’) are ambiguous with-
out further context even for a human reader, because Peter
may either get one of Maria’s book, or he may get a book
personally from Maria.
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structed decision tree with a coverage of 100%
using a back-off strategy, he obtains an accuracy
rate of 77.19% for PP noun attachments, which
increases to 83.65% by combining both methods.

As we aim at labeling a special class of se-
mantic relations between nouns, our work is fur-
ther related to the area of semantic role labelling
(SRL) (Gildea and Jurafsky, 2002; Pradhan et al.,
2004, SRL) and familiar tasks such as attribute
identification for knowledge representation (Poe-
sio and Almuhareb, 2005) or taxonomy learning
(Cimiano et al., 2004). The complexity of our
approach occupies an intermediate position be-
tween the tasks of joint dependency parsing and
SRL and of SRL-only as described in (Hajič et
al., 2009), because we rely on silver dependency
parses produced by MATE, but do not provide any
information about the target words to the labeling
algorithms.

The paper is structured as follows. Section 2
gives an overview of the corpus used for build-
ing and testing the classifiers, and of the features
and classification algorithms used. Section 3 re-
ports the results we achieved in our experiments,
and discusses errors made by the system. Section
4 summarizes the paper and provides an outlook
into future improvements and applications.

2 Data and Features

This section describes the data from which the
classifiers are built and on which they are tested.
In addition, it provides an overview of the features
used for classification and of the classification al-
gorithms themselves.

2.1 Corpus
The annotated data come from two sources. (i) A
seed corpus containing 300 sentences from five
different fictional and newspaper texts that has
been annotated with relational structures (Horn
and Kimm, 2014). Unfortunately, the authors
don’t report the inter-annotator agreement for the
seed corpus. (ii) The main part of our test and
training data comes from the Leipzig Corpora
collection (Quasthoff et al., 2006), from which
a subset of 800 sentences was randomly drawn.
Independently from each other, two annotators
used MMAX (Müller and Strube, 2006) to an-
notate these sentences with relational structures.

A2.POSS A2.PUM A2.no-poss total
A1.POSS 951 25 264 1240
A1.PUM 54 503 208 765
A1.no-poss 150 103 13941 14194
total 1155 631 14413 16199

Table 2: Annotator agreement (‘A1.POSS’ stands for
‘annotator 1 has annotated a word as ‘POSS’)

They marked the head of each relational construc-
tion as PUM, the subordinate part as POSS and
the type of relation between POSS and PUM for
each instance of a relational construction. In the
chunk “der Bürgermeister von Berlin”, for exam-
ple, the phrase “von Berlin” is marked as posses-
sor (POSS), while “der Bürgermeister” is “pos-
sessed” by the city of Berlin and therefore marked
as PUM.

The resulting annotations were merged by a su-
pervisor (adjudicator) and formed the corpus used
for the experiments described in section 3. The
annotation results for the main corpus are given
in table 2. The annotator agreement is κ = 0.767
in terms of Fleiss’ kappa (Fleiss, 1971). When
taking into account that the maximal value for κ
is 0.936 given the marginal totals in table 2, our
annotator agreement reaches 81,9% of this value.4

In order to overcome data sparsity, we decided not
to use all types of relations annotated by Horn and
Kimm (2014), but only the four main classes rgen,
lpron, rvon, and lgen.5 Non-relational construc-
tions and low-frequency relational classes were
subsumed under the label no-poss (no relation).

4As we did not provide an annotation guideline for this
pilot study, we expect that the agreement rates will increase
in successive annotations. For example, some disagreements
in table 2 result from the fact that one of the annotators ini-
tially did not mark the determiners in a PUM or POSS ex-
pression as belonging to this expression.

5The following abbreviations are used [frequencies in our
corpus are given in brackets]: rgen [180]: genitive to the
right (e.g. ‘das Haus des Mannes’, ‘the house of the man’),
lpron [120]: possessive pronoun to the left (ex.: ‘sein Haus’,
‘his house’), rvon [13]: preposition ‘von’ to the right (ex.
‘das Haus von Peter’, ‘the house of Peter’), lgen [12]: gen-
itive to the left (ex. ‘Peters Haus’, ‘Peter’s house’), no-poss
[4915]: no relation.
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Type Frequency
no relation (no-poss) 4915
Right genitive (rgen) 180
Possessive pronoun (lpron) 120
Right ‘von’ (rvon) 13
Left genitive (lgen) 12

Table 3: Absolute frequencies of selected possessive
classes in the seed corpus; word-based count

2.2 Features

Following the design of SRL systems described
in Pradhan et al. (2004) and Gildea and Ju-
rafsky (2002), we combined structural, lexico-
graphic and grammatical information into a mul-
tidimensional feature vector Vi for each word wi

in the corpus. Let xi denote the tuple consist-
ing of the following five atomic features: (1)
the surface form of a word wi, (2) its lemma,
(3) its POS tag, (4) its case (if applicable) and
(5) a binary feature indicating if wi ends on s,
which marks the genitive singular in German non-
feminine nouns. The last atomic feature has
been included because an evaluation of interme-
diate classification output showed that the POS
tagger missed some instances of genitive con-
structions in which named entities were involved.
Now, the feature vector Vi for word wi at po-
sition i is built from the tuple xi for the word
wi itself and from the respective tuples for all
words occurring in an maximal absolute distance
of 2 from wi. Therefore, it has the form Vi =
{xi−2, xi−1, xi, xi+1, xi+1, xi+2, xp?i

}, where xp?i
denotes the tuple for the syntactic parent of wi

in the dependency tree that was constructed us-
ing the MATE parser (Bohnet and Nivre, 2012).
As each tuple x consists of five atomic features
and Vi can consist of five or six (if the syntac-
tic parent is present) of these tuples, each word
wi is described by 5 × 5 = 25 or 5 × 6 = 30
atomic features. It should be noted that no manu-
ally annotated gold information was presented to
the system. Instead, the features were generated
from the silver output of MATE only.

As an example for how to build the full feature
vector Vi, consider the sentence ‘Marie wischte
über das Ceranfeld des Herdes’ (‘Marie wiped
over the ceramic cooktops of the stove’). Fig-
ure 1 displays the simplified dependency tree cre-

ated using MATE. The feature vector for the word
‘Ceranfeld’ is constructed from the feature tuples
x for the words ‘über’, ‘das’, ‘Ceranfeld’, ‘des’
and ‘Herdes’, and from the feature tuple x?pi for
the word ‘wischte’, which is the syntactic parent
of ‘Ceranfeld’ in this tree. Therefore, Vi has the
following form:
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2.3 Classifiers
Based on the dependency trees given by MATE
and the multidimensional feature vectors de-
scribed above, we applied symbolic and statisti-
cal models to the problem of detecting relational
structures in complete German sentences. As a
symbolic model, we defined hard-coded tree au-
tomata that identify the four main types of rela-
tions in the MATE dependency trees. The fol-
lowing rule base was used in our experiments (the
head of the arrow points to the head of the syntac-
tic construction):6

• rvon ≡ N← von← (N∨ NE)

• lpron ≡ N← PRPOSS

• rgen ≡ N← Ngen ← ART

• lgen ≡ N← NEgen7

An inspection of the initial results showed that the
rule base missed numerous instances of rgen in
which the genitive case was not labeled correctly
by MATE. Therefore, we rewrote the rule for rgen

6Abbreviations: N: noun, NE: named entity, PRPOSS:
possessive pronoun, ART: article

7The construction lgen ≡ N← Ngen occurs only rarely
in modern standard German. Therefore, the right side of
the rule was tightened from Ngen to NEgen to reduce the
number of misclassifications.
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wischen (V)

marie (NE) ueber (PREP) ceranfeld (N)

der (ART) herd (N)

der (ART)

Figure 1: Simplified MATE dependency tree for the sentence ‘Marie wischte über das Ceranfeld des Herdes’.

to N ← N ← ART, as this construction should
cover most instances of rgen in correctly parsed
German, even if the morphological analysis of the
construction is not correct.

The second group of models consisted of (se-
quential) machine learning (ML) algorithms. Us-
ing sequential ML algorithms appeared to be
promising, because the local context of the re-
lational types of relations is comparatively small
in most cases (refer to the last column of ta-
ble 8). Therefore, it should be possible to cap-
ture this context reliably using sequence classi-
fication algorithms, or even non-sequential clas-
sification algorithms such as Maximum Entropy,
when they are trained with context features. In
addition, the ML algorithms also use linear sur-
face features such as lexical, morphological or
POS information and may, therefore, be able to
reduce the influence of wrong parses on the clas-
sification result. We applied Maximum Entropy
(ME) (Ratnaparkhi, 1998) as a non-sequential
method, and Conditional Random Fields (CRF)
(Lafferty et al., 2001) and Hidden Markov Sup-
port Vector Machines (SVMHMM) (Altun et al.,
2003) as sequential classification methods. All
selected statistical classifiers can work with high-
dimensional features spaces, which makes them
a good choice for incorporating local lexical in-
formation. ME and CRF were run with the stan-
dard parameters provided by their implementa-
tions in the OpenNLP package (ME) and CRF-
suite8 (CRF). For SVMHMM, we used C classi-
fication with C = 1000 and ε = 0.1. As the
feature vectors Vi that were defined above consist

8http://www.chokkan.org/software/
crfsuite/

only of features from nominal scales, they were
fed into the ML algorithms without further data
preprocessing.

3 Experiments and discussion

Table 4 displays the results of the first experi-
ment. The numbers were calculated using a 30-
fold cross-validation with a set of 300 annotated
sentences from the seed corpus, and 800 sen-
tences that were annotated during the project. For
each run of the cross-validation, the set of 1100
sentences was split into disjoint training and test
sets. Evaluation was only performed on the test
sets. The values are calculated as strict word-
based matches using standard measures of pre-
cision (P), recall (R) and F-score (F). Table 5
also records the evaluation of the negative no-poss
class, because this label will indicate congruent
determination for non-relational nouns, which is
relevant for the evaluation of Löbner’s theory.

The results displayed in Table 4 confirm our ex-
pectations about the classifier performance from
section 2.3. The symbolic approach (tree) re-
trieves a large number of items, but is compar-
atively error prone. A typical example for a
false positive generated by the tree is the chunk
‘sei seine [Partei]PUM [der Auffassung]POSS,
...’ (‘his party has the opinion that ...’), where
the PP ‘der Auffassung’ is wrongly attached to
the preceding noun instead to the verb. However,
the symbolic algorithm performs well in marking
long relational substructures as in ‘[Vorlage]PUM
[des von Premierminister Tony Blair zuvor als
‘endgültig’ angekündigten Pakets]POSS’. In gen-
eral, the performance of this approach is largely
dependent on the quality of the dependency trees
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SVMHMM CRF ME Tree
P R P R P R P R

no-poss 97.8 99.3 97.3 99.2 95.0 99.7 98.3 95.2
POSS 90.8 79.6 88.5 75.3 91.9 50.8 66.7 82.2
PUM 91.4 75.5 91.9 70.5 94.8 52.2 55.1 76.3

Table 4: Word-based evaluation by classifier, 30-fold cross-validation

SVMHMM CRF ME Tree
P R P R P R P R

lgen POSS 93.15 71.58 94.83 57.89 93.48 45.26 83.12 67.37
lgen PUM 97.5 53.42 97.22 47.95 100 28.77 84.21 43.84
lpron POSS 96.51 92.74 96.93 88.27 99.3 78.77 92.31 87.15
lpron PUM 99.49 81.07 99.47 77.37 98.18 66.67 96.76 86.01
rgen POSS 99.25 83.17 99.37 78.64 99.12 56.28 96.62 82.66
rgen PUM 96.75 78.63 96.54 73.61 97.66 55.15 89.7 78.1
rvon POSS 98.4 58.57 96.9 59.52 94.74 8.57 95.6 82.86
rvon PUM 94.23 63.64 95.45 54.55 91.67 14.29 94.55 67.53

Table 5: Word-based evaluation by classifier and relational type, 30-fold cross-validation

generated by MATE (refer to Bohnet and Nivre
(2012, 1460-63) for a discussion of the pars-
ing accuracy). Among the statistical methods,
sequential algorithms (CRF, SVMHMM) clearly
outperform ME in terms of recall, because ME
misses numerous long-distance structures.

Table 5 presents a more detailed view of the
type labels assigned to the positive cases from
the gold data. The table shows that precision
and recall vary strongly among the target classes
and the classifier types: The class lgen involves
named entities (NE), which are often lexically
and grammatically mislabelled. The rvon con-
structions are difficult to distinguish from ‘von’
phrases attached to the verb (see examples in sec-
tion 1). It should be noted that the highest dif-
ferences are observed for rvon constructions for
which the tree classifier outperforms the statisti-
cal ones in term of recall. Moreover, the surface
form in which the head (POSS) of rgen structures
appears is frequently identical with other inflected
forms of the same lemma. The fact that NPs such
as ‘[die Wut]NOM [der Arbeiter]GEN’ tend to be
analyzed as ‘[die Wut]NOM [der Arbeiter]NOM’
complicates relation detection in complex NPs,
even if the dependency tree is constructed cor-
rectly.

Since the classifier types have different ar-

Type P R F
POSS 91.6 80.3 85.6
PUM 93.2 74.4 82.7

Table 6: Results of merging decisions from table 5 us-
ing majority vote

P R F
Full matches 93.58 87.14 90.24
Partial matches 94.38 88.64 91.42

Table 7: Structure-based evaluation, using merged re-
sults (refer to table 6)

eas of specialization (see Table 5), we de-
cided to merge the results of the four classi-
fiers using majority voting. As can be ob-
served from Table 6, this approach slightly im-
proves the F-score of the POSS class to 85.6%
when compared with the single classifier result
for SVMHMMfrom table 4. The low recall rates
for rvon constructions that are reported in Ta-
ble 5 are mainly due to the fact that the clas-
sifiers miss some long relational structures, as
mentioned above. Therefore, we performed two
further structure-based evaluations that use full
and partial matches between complete relational
structures in gold and silver data. Consider the
gold-annotated sample phrase ‘[das Haus]PUM
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[von Peter und Maria]POSS’ (‘the house of Pe-
ter and Maria’), which contains six words in
relational structures. When a classifier pro-
duces the silver annotation ‘[das Haus]PUM
[von Peter]POSS und Maria’, 4 of 6 words are
classified correctly in word-based evaluation (re-
sults in tables 5 and 6), whereas the classifica-
tion has produced 1 partial resp. 0 full matches
in structure-based evaluation. Results displayed
in Table 7 demonstrate that recall problems ob-
served in Table 5 are due to long phrases missed
partially or completely by the ML algorithms, but
not by a systematic inadequacy of these classi-
fiers.These conclusions are supported by the num-
bers given in Table 8, which displays classifier
performance grouped by the number of words
contained in each relational structure. We counted
the lengths LR of all annotated ranges in the
gold data, created two classes with LR ≤ 4 and
LR > 4, and performed a structure-based evalua-
tion with partial matches (merged results) for both
length classes. Table 8 shows that false negatives
are significantly9 more frequent among the long
chunks than among the short ones, which leads to
a strong decrease in recall.

P R F Total
long chunks 97.7% 71.7% 82.7% 61
(LR > 4)
short chunks 94.1% 90.4% 92.2% 597
(LR ≤ 4)

Table 8: Performance rates for nominal chunks of dif-
ferent lengths; structure-based, partial matches

4 Conclusion and future research

The paper has described a system that detects
and labels relational noun structures in Ger-
man texts. Using a combination of symbolic
and statistical classification algorithms, we were
able to achieve precision of 94.4% and recall of
88.7% for structure-based evaluation with partial
matches (refer to table 7). As mentioned in the
introduction, the labeler is one building block in a
large-scale evaluation of Löbner’s theory of CTD,
which is the main focus of our future work. How-
ever, given the frequency of relational structures

9A Fisher-Yates test of the count data gives a p value of
0.0001757∗∗∗.

in German texts, our results may also contribute
to research on PP attachment, SRL and attribute
learning in German. In addition, the evaluation
has shown that the tree-based symbolic approach
has strong advantages in detecting long range re-
lational structures, but suffers in precision. There-
fore, we are planning to increase the reliability of
this approach by merging dependency trees con-
structed by MATE with trees from other engines
such as the Stanford parser. At the level of classi-
fication, the present merging strategy of majority
voting can certainly be replaced with more effec-
tive meta-learning strategies, which is the focus
of our current research.
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Padó, Jan Štěpánek, Pavel Straňák, Mihai Sur-
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